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with the Al terminology and the basics of Al. It
will soon be an expectation that all testers are
“familiar” with Al, and that will require having a
basic understanding and the ability to learn as Al
evolves. The “Introduction to Al" module covers
the basics and touches on a bit of the technology
behind Al. It is not intended to be a full and
technical explanation of Al; there are many books
already devoted to that.

The second module, "What to Test in an Al-
based System”, discusses how to identify the
risk items and conditions that must be tested. It
explains data privacy and security concerns with
Al-based systems, and it highlights the quality
characteristics that are unique to Al-based
systems.

Al, in general, has a plethora of new terms
associated with it. The first module of this stack
of micro-credential syllabi acquaints the tester
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The third module, “How to Test an Al-based
System”, explains how the traditional test levels
can be applied to testing Al-based systems. It also
discusses testing techniques that are particularly
well-suited for Al system testing. The module

includes a discussion of the challenges of testing
Al systems.

This module, "Testing using Al", explores how to
use Al to help with testing. This looks at building
test cases, building test automation, recording
results, and automating many manual aspects
of testing. Along the way, caveats are explored
including what should be considered when Al is
used. As the world has seen, Al is not always
accurate.
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(K2) Explain how the role of the tester changes in an Al environment

(K2) Explain how testers can use prompt engineering
(K2) Explain the pros and cons of using Al to align test cases with code

(K2) Explain the types of test data generation that are supported with Al-based test tools

(K2) Summarize the uses for self-healing test scripts
(K2) Explain the sources for autonomous test case generation

(K2) Explain how Al can assist with root cause analysis

(K2) Summarize the mandatory features in Al-augmented testing tools
(K2) Summarize the magic quadrant ratings for tool vendors

K2) Explain the technical and reliability risks with Al-based testing tools
K2) Describe the general challenges with testing Al-based systems
K2) Summarize the considerations and goals in data testing

(
(
(
(K2) Explain how the traditional testing levels apply to Al-based systems
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Because this is a rapidly evolving areq, tool
references are only good for a point in time.
AT*SQA is working with tool vendors to provide
free demonstration recordings showing tool
capabilities and usage recommendations. These
can be found on the AT*SQA website as well

as the tool vendors' own sites. This is not an

endorsement of particular tools but is intended to
be used as a sampling of the tool capabilities that
are available.

Manual testing is slow and cannot keep up

with the volume of code being released. It can
be prone to errors created by humans who

are bored, overworked, or lacking the required
domain knowledge. Traditional automation
requires maintenance and cannot easily adapt
to the constant changes that are seen in an

Al environment. Data generation, even when
automated, requires considerable effort and most
commonly relies on extracting existing data or
making minor changes to the available data (such
as changing birth dates on user data).
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As a whole, manual and traditional automation
do not provide the flexibility, maintainability, and
speed of execution that can be achieved by the
effective use of test automation. By contrast,

the capabilities of Al, such as natural language
processing, predictive analytics, and machine
learning, can be leveraged in testing to generate,
execute, and maintain test scripts and analyze the
results. Testers move from the role of writing and
maintaining scripts to “governing intelligence” as
Al takes over the more menial tasks of testing. By
letting Al do the heavy lifting, testers can focus on
the brainwork of targeted exploratory testing and
working with users to understand the uses that are
not documented.

The role of testing is changing. Where testers were
once primarily reactive, responding to changes
that were made further up the development
pipeline, they move into a proactive role. Al can
handle the reaction to changes by analyzing the

change, making the necessary modifications to
the testware, and scheduling the execution. The
human testers can look into why changes are
being made and concentrate on building quality
into the system rather than checking for quality
after the system is built. This refocusing of energy
increases the contribution of testers to the overall
software quality and clarifies their value to the
organization. The Al-driven tools can do the dirty
work, keeping projects on schedule and removing
any testing bottlenecks that might have existed.

In the Al world, testers move from scripting tests
to prompting Al and reviewing the output. The
"human-in-the-loop" is still needed, but the role
changes from developing text (for test cases) and
code to applying testing and domain knowledge
to verify that the generated tests are adequate,
correct, and appropriate. Testers move from the
role of writer to reviewer/editor. It is an exciting
time for testers, but keeping current with the best
tools and the best usage guidelines is critical.
Testers need to understand not just the good side
of Al, but also the risks and pitfalls. Realism and
a critical eye are still needed, maybe now more
than ever.
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Al takes over this generation task by allowing
the tester to use prompt engineering. The tester
creates the prompts that will build the test
cases and then feeds in the data. In this way,
any format can work because the prompts are
tailored appropriately. For example, if a tester
wanted to convert a text requirement to a

Gherkin format, the following prompt could be
used:

“Act as a Senior Test Analyst. Analyze the
following User Story: [Insert Story]. Generate
a set of Gherkin-style (Given/When/Then) test
scenarios covering positive paths, negative
paths, and three complex edge cases. Format
as a table.”

This could save significant time. Creating the
proper prompts is the key to using Al effectively.
In this case, Al is told the "tone"”, which is that of
a senior test analyst. It is given the information
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it is to process — the user story. It is given clear
instructions as to the format of the output —
Gherkin. It is also given expectations regarding
the types of tests to generate. Will this work?
Yes. Will it give the perfect set of tests? No.
But it will provide an excellent starting point.
From this output, the tester can review the
tests for accuracy and add/delete/modify tests
as necessary. If this prompt generates 10 test
cases and seven of those are usable and one
is missing, that still saved writing the seven
and probably helped the tester see what was
missing.

Prompt engineering, i.e., building appropriate
prompts for the Al-driven tool, is the critical
capability for the tester. The more exact the
prompt, the more exact the output. Prompt
engineering is usually a recursive exercise
requiring multiple steps of refinement. Once the

prompt is completed, as in the example above, it

can be used repeatedly to churn through all the
available user stories. This is a huge time-saver
for the tester and facilitates getting the tests
ready before the code is written.

Prompts can be written to process large sets of

data, such as requirements documents, but they
can also be written to process individual inputs.

Take the following:

“Act as a Senior Test Analyst. Analyze

this business process [Business Process].
Generate a set of test cases in the format of
input, processing steps, and expected results
covering the positive path only. Format

as a table with three columns: Input data,
processing, expected results.”

This prompt assumes the Large Language
Model (LLM) behind the tool understands what
a business process is, and that is why it is
important to select a tool whose LLM is trained
for software testing. Given that this is asking
only for a positive path, it might result in test
cases that are appropriate for business user
review.
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Good Al-driven testing tools walk the tester
through how to create good prompts. They
also provide a capability to structure and
store the generated tests. This includes adding
information to each test such as priority,
need for automation, data requirements, etc.
Good testing tools have a test management
component that allows the tests to be stored
in an orderly manner, which assists with fast
retrieval and good reuse. They also provide a
strong traceability capability. Tools can trace
back to the requirement from which the test
case was generated (or business process, use
case, etc.), as well as tracing forward to any

defects that are found when the test is executed.

This solid traceability helps to know which
tests need to be modified when a requirement
changes.

Good tools will also have the capability to
analyze the associated requirements, determine
any changes, and identify/modify any affected
test cases. Not only does this capability save
time, but it also ensures the test cases are up to

date and accurate based on the requirements.
This results in less time being spent chasing
false-positive defects that have resulted from
test cases that became outdated when the code
and requirements changed.

In addition to monitoring changes that affect
generated test cases, testing tools can also
review a set of test cases to determine if

they comply with the latest version of the
requirements. This can be very useful when a set
of test cases was drafted for a previous version
of the software and needs to be updated for

a new release. The Al-driven tool can find the
affected test cases and summarize the changes
needed to update those tests. This saves

hours and hours of reviewing old test cases in
preparation for the testing of a new release.

In addition to working from documented
requirements and tester inputs, Al-driven testing
tools can also analyze code and code changes to

Testing Using Al Micro-Credential Syllabus




AT*S A Copyright AT*SQA,
All Rights Reserved

determine test case coverage, highlight missing
tests, and even modify tests as needed. There
are pros and cons to this approach. For the pros,
this means the test cases will always be current
and accurate per the code. On the negative side,
though, it means that the test cases will always
align with what the code does, which might not
align with the requirements.

For example, if a button has been removed from
the Ul, the tool can determine that the button

is no longer in the code and can remove it from
the associated tests. But, should that button
have been removed? Only the requirements can
answer that question. So, while this is a really
handy feature of the tool, it still requires human
review to ensure the changes are appropriate
and the test case is not just being tuned to what
the code incorrectly does.

The code analysis capability can also be used

to look for coverage gaps in the test cases. For
example, if there is a section of code that does
error processing for invalid inputs, but there are
no tests for providing invalid inputs, this is a gap
in coverage. The Al-driven tool can detect this

gap and suggest tests that will close the gap.
This capability is very useful in rapidly changing
code, for example, in an Agile environment,
where changes may be made and code added
where there are no documented requirements. In
this case, the gap might have occurred because
the developer noticed a lack of error processing
and conferred with the product owner who
confirmed the need. This capability was added
to the code but was not documented due to
time constraints. This is the type of change that
would usually go undetected by the tester unless
they had been a part of the conversation. Al

can close this gap, thus making testing more
thorough.

At a higher level, Al can analyze the code and
the requirements and determine likely usage.
This can help identify gaps and can also help
with prioritization of tests as the most commonly
used paths are usually the highest risk. This is
particularly helpful when users are not available
for consultation. For example, a trained LLM
can know how accounting software has to

work regarding processing invoices and making
journal entries. It can then generate test cases
that will cover the most common paths for this
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domain. This can be helpful when the testers are
not familiar with the domain or when business
processes are not defined.

Al-driven test tools can also help with defining
exploratory tests. Giving the Al tool a prompt
such as:

“Act as a Test Analyst. Analyze this user
scenario [Scenario]. Generate ideas for
exploratory tests based on what could go
wrong. Format as text showing the objective
of each test.”

If that does not give results that are exact
enough to build tests, refine the prompt. For
example, the tester might change it to ask for
possible incorrect steps in the workflow, or
handling of invalid data. Sometimes a vague
prompt will give a wider set of responses. This is
particularly helpful when asking for something
that is somewhat unclear to the tester, such as
“What could go wrong?”.

Note that the prompts vary the persona for

Al to assume. This can be tailored as needed
depending on the desired technicality and detail
of the response. For example, if the prompt is
about performance testing, the tester might
want to specify “Act as a senior technical
performance engineer” instead of a test analyst.
Experimenting with the personas will also help
to see the different approaches to the answers
and will help the tester tune the prompts
appropriately.

Al-driven test tools can help with the
prioritization of tests. This can be based on

the defined priority of the requirements, on

the LLM's knowledge of similar tests, or on
information that is fed into the system via the
prompts. For example, a risk analysis may have
been conducted which has shown which areas
of the software are at a higher risk of failure.
This information can be fed into the system

as an input and can then be used to prioritize
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the associated test cases. For example, if the
risk analysis has determined that with the
accounting software any journal entries have a
high risk attached, then Al can review all the test
cases and assign a higher priority to any that
have a journal entry step.

The Al-driven tests can also perform an analysis
of existing defect data to determine the areas
that are at a higher risk of failing based on
historical failure metrics. It can look at the
defects and their severity/priority to determine
which areas of the software will likely result in
high-severity/high-priority defects and assign
the appropriate priority to the tests that cover
those areas. As LLMs learn, it will be possible
for the LLM to use its own knowledge of
higher likelihood failure areas to help with the
prioritization. As with all Al-generated outputs,

this will need to be reviewed by the team to
ensure the prioritization is correct, but it gives
a good place to start. If the prioritization is
incorrect, the prompt may need to be refined to
provide more information for the LLM to use.

Many Al-driven testing tools can also consider
code complexity when determining risk. This can
be done by taking the input from a separate
complexity analysis tool or by conducting its
own complexity analysis. This can help target
the testing and assign the appropriate risk level
to the tests that will exercise areas of the code
that are particularly complex and are therefore
more likely to contain defects.
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Al-driven test tools open new horizons for test
data creation and maintenance. The tools

can determine what data to create based on
requirements, existing data, or prompts. This
allows realistic test data to be created and
customized as needed to fulfill the requirements
for particular tests. There are several types of
data generation that are commonly used and
supported by the Al-driven test tools.

The tools can generate the data as it is specified
within the requirements documents. For
example, if the requirements specify that a new
user can only be added if they live in a certain
areq, are older than 45, and do not already
exist in the system, the tool can create data
that is within these parameters. If requested,

it can also create data that does not meet

one or more of these parameters for negative
testing. If performance testing is needed, it can
create as many records as needed that fulfill
these parameters. Once this data is created,
the automated test scripts can churn through

it just as they would with manually created
spreadsheets of data.

One benefit of creating the data via the tool is
that it will vary it without the tester specifying
the exact data. For example, with conventional
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tools, if the tester wants a variation in the age,
they would have to specify all the different dates
of birth, one for each user, and do the variance
themselves. With Al, it will automatically do

the variance without any further specification
than that the users must be older than 45.
Realistically, an upper limit might be needed

as well, but a good LLM will already know the
average lifespan of humans and will supply its
own upper limit. Because the LLM is a black-box
though, it is always good to check that the tool
is not creating data for users who are 160 years
old. The more parameters needed, the better the
efficiency gains from using the tool.

In some cases, test data may already exist but
needs to be updated. In this case, the Al-driven
testing tool can be pointed at the existing data
and instructed on how to make the updates. It
may make sense to store the updated data in

a different place to preserve the legacy data.
For example, if in the previous example the
parameters have been changed to only support
users who are older than 45 but younger than
65, the existing data will need to be processed
to exclude those records for users 65 and older.
The following prompts are examples that would
work to make this change:

“Act as a senior test analyst. For the data
here [data location], delete all user data for
users who are older than 64."
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Or maybe the tester wants to preserve all the data
and just change the age:

“Act as a senior test analyst. For the data
here [data location], change the age of all
users who are older than 64 to make their
age > 45 and < 65.

As with all arithmetic functions, check to be
sure a boundary error has not been introduced.
Are the ages of 45 and 65 specifically and
intentionally excluded?

Other uses of existing data as a basis might
include such things as adding family members
to existing data. In this case, the existing data
could be used and additional “family members”
could be defined and linked to the existing
data. This is faster than creating all new data,
particularly since this data has already been
tested.

Sometimes it is necessary to use data that exists
in production for testing. This may be due to
parameters that cannot be replicated in the test
environment, relationships between the data
and other interfacing applications, or just data
consistency. In this case, the tester will need to
ensure the following:

e Any personal and protected information is
anonymized or masked

e No user data is used in a way that was not
authorized by the user

* No personally identifiable data is passed to a
public LLM where it could be reused by other
applications

Data protection is always important when using
production data, but it is particularly important
when the data could be consumed and reused
by a public LLM. In this case, the data is no
longer under the control of your organization
and there is no control over how and where it
might be used.
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It is always a safer practice not to use
production data, but in the case where it is
necessary, extra caution is required. This is an
area still being explored by the various data
protection agencies and will undoubtedly have
regulations and standards introduced for this
protection. It is important for anyone accessing
or using production data to be familiar with the
latest rulings and requirements.

Testers are often in need of data to test specific
requirements or to apply good testing practices.
In instances such as these, an Al-driven test tool
can help by generating the data that is needed.
For example, if boundary conditions must be
tested, the following prompt could be used:

“I am testing a field that accepts [Description,
e.g., age between 20-35 inclusive]. Generate
a list of boundary value analysis (BVA) and
equivalence partitioning (EP) test cases,
including invalid inputs to test for field
validation. Provide the output in a table with
the value and the expected result.”

With code analysis capabilities, the tool can
detect opportunities for BVA testing and can
generate test data based on the actual code.
The issue with using the code to generate tests
is that the code might be wrong, and then the
tests will just assert that the wrong code works.
This technique is best used to capture the code
and tests at a stable point and then use the
tests for regression testing without re-checking
the code. This will catch code changes that are
causing defects to appear.

Sometimes it is necessary to alter the data to
make it fit for a particular test. For example, if
production data is being used, properly masked
of course, it may be necessary to manipulate
that data to create the test conditions that are
needed for a particular set of tests.

For example, if the tester is testing contract
expiration emails, they might prompt Al to use a
set of data and "age” the contracts by two years
or change the contract expiration date to the
current date minus two weeks to verify that the
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proper warning email is sent. While this could be When deriving and manipulating dataq, it is good

done using SQL or a macro in a spreadsheet, the practice to confer with the database experts,
prompt is easier and faster to write and is very data analysts, and developers to ensure that the
reusable for future testing. tester is not creating invalid data that will cause

invalid failures. If used correctly though, Al-
driven tools provide a powerful means to quickly
generate the data that testers need.
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Tools are rapidly evolving in this space, which
results in new capabilities and tool families
being introduced regularly. While this provides
great opportunities for developing good
automation, it is important for a team not to
chase the latest and greatest tool. It is tempting
to switch to a tool with more capabilities, but

it is wiser to pick a good tool vendor to start
with and stick with them as they add more
capabilities. This will result in less code churning,
a lower learning curve, and more stability in the
automation effort.

Any experienced test automation engineer
knows the pain of adapting test automation
scripts to Uls that are being tweaked by

the developers. One of the most attractive
features of the Al-based test automation tools
is the ability to heal. This means that when a
change occurs in the system under test, the
tool can detect the change and adapt the test
automation code accordingly. This results in
fewer failures in a rapidly changing development
environment. Unfortunately, it also introduces
some risk. For example, if a button has been
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moved from the top to the bottom of the Ul
window, the code can adapt, and the test will
not fail. This is probably acceptable. However, if
the button disappears, the code will still adapt
and not fail. Should it? Any changes that are
made automatically by the test tool must be
verified by a human to ensure the change is
acceptable and is not the result of a defect that
should be reported.

Self-healing, when used correctly, can result in a
significant reduction in maintenance effort and
significantly better test automation coverage
due to the reduced failures. This makes test
automation more cost-effective and allows
automation development to start earlier while
minor adjustments are still being made. This
shift-left approach to test automation is aligned
with the goals of DevOps and helps to push
quality focus earlier in the development process.

When self-healing scripts are employed,
versioning should be considered. It may be
necessary to version a script anytime a test is
changed and the version to be recorded anytime

a test is executed. This will help when analysis
is required to determine when a problem was
introduced and when it was detected.

Most self-healing tools have the capability of
fixing "broken” locators. Locators can be broken
for a variety of reasons, including frameworks
being re-rendered, locators being dynamically
generated, or locators changing due to the
addition or deletion of a field. Changes to the
script to fix locators are usually benign but are
worth checking manually. Checking the self-
healing change is still much faster than updating
the locators manually.

Almost all Al-driven test automation tools
include this capability, but the ability and scope
of healing vary.

Ul testing and cross-browser testing have
long been areas where test automation has
not been efficient in automating. The Al-
driven testing tools have capabilities to apply
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“computer vision” to compare implemented Uls
to the wireframes or other design documents.
They also have the ability to compare the Ul
appearance across browsers, devices, and
screen sizes.

Because of the accuracy of the tools, they can
detect even changes as small as a few pixels,
which might go undetected by a human. This
can be critical in some applications that require
specific compliance regarding the placement of
fields.

In addition to verifying that the Ul meets the
requirements, the Al-driven test tools can also
be used to verify if WCAG checklist requirements
are met. For a simple prompt, such as:

“Review this Ul component: [Insert Description/
HTML]. Generate a WCAG 2.2 Level AA
compliance checklist specifically for screen
reader navigation.”

The AA level compliance can be checked. This
removes the need for a separate WCAG scanner
tool and can be used early in development

to find accessibility issues that can be quickly
corrected.

In addition to using Al to prioritize tests based
on assigned risk and defect trends, Al-based
tools can also prepare and perform predictive
testing. Predictive testing identifies areas of the
software that are more likely to fail and allows
the developers and testers to focus quality
efforts on those areas. This approach helps to
prevent defects from being introduced in the
first place. It also helps the test team focus
their efforts on finding defects earlier and more
efficiently, which in turn improves both time-to-
market and quality.
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Testing tools use Al and Machine Learning to
analyze the following to determine where defects
are likely to occur and where testing should be
concentrated (Tek Leaders, 2025):

e Risk-based test prioritization — Rather than
relying on a qualitative analysis of risk
which is used in traditional risk analysis, Al-
driven tools analyze code change frequency
(i.e., code churn), code usage metrics, code
complexity, and historical defect patterns
to determine the relative risk of failure for
an area of the code (e.g., module, stored
procedure, API, micro-service) objectively.
Anytime high-risk code is altered, automated
tests can be executed within the pipeline to
ensure problems have not been introduced.

e Defect prediction — Al models determine
the most likely code segments to break by
analyzing patterns. These patterns include
developer activity, build failures, past defect
reports, and integration issues to determine
likely areas for failure. These areas are then
targeted for testing.

Self-healing test automation scripts, and
automated test selection and execution within
the development and testing pipeline (CI/

CD), support the execution of the necessary
tests that can target the identified areas. By
targeting these predicted failure areas early and
efficiently, quality is increased, testing costs are
reduced, targeted coverage is increased, and
release throughput

Is improved.

Another advantage of using Al to support
predictive testing is the removal of the subjective
aspect. Testers usually consider all the above,

to the best of their knowledge, to "guess”

where errors are likely to be committed. Al not
only does this faster, but it also processes a
large amount of data to draw its conclusions.
These conclusions are then acted upon by the
scheduling and execution of targeted tests.

Predictive testing is a way of implementing Test
Impact Analysis findings in an automated way.
Using Al, the impact is determined, the proper
tests are selected, and the tests are executed,
all without human intervention. It is important
to remember that the impact and assessment
of changes must be conducted with historical
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data that is periodically updated. For example, a
developer may have a history of releasing poor
code but may have recently improved due to
additional training. In this case, their code could
be unfairly targeted for prioritized testing when
the extra concern is no longer warranted.

Autonomous testing is sometimes considered
the pinnacle of QA technology (Katalon, 2026).
At the time of this writing, the industry and
tools are not quite there, but significant strides
are being made, and more and more parts of
autonomous testing are being perfected.

True autonomous testing occurs when tests are
entirely created, managed, executed, and refined
by Al-driven tools and agents. This requires that
Al agents explore the application under test,
learn its workflows, and use that information

to generate and execute tests — all without the
guidance of a human.

AUTONOMOUS TEST CASE
GENERATION

There are two schools of thought regarding the
generation of tests:

e Generate the tests from the information in the
requirements and process documentation

e Generate the tests from information about the
code itself and its possible uses

Tests that are generated from the requirements
will uncover differences between the
requirements and the actual implementation.
They also depend on the requirements being

in an analyzable format such as given/
when/then. While Al is quickly advancing

in the understanding of natural language,

Testing Using Al Micro-Credential Syllabus




AT*S A Copyright AT*SQA,
All Rights Reserved

the inconsistency between requirements
documentation still poses a challenge and the
results from the analysis usually require human
validation.

Tests that are generated from the code and
usage models will accurately identify any
changes that introduce issues, but they will not
be able to identify where the code never met the
requirements in the first place. Defect analysis
will help uncover these issues, but unfortunately,
that will not happen until real usage and
potentially unhappy users.

The ideal source for test case generation in
autonomous testing lies in a combination of
inputs: requirements, code, expected usage,
actual usage, defect patterns, developer
tendencies, etc.

AUTONOMOUS TEST EXECUTION AND
MANAGEMENT

Autonomous test execution is a reality, as is
the management of the tests and reporting

of the results. Testing within CI/CD pipelines
autonomously is needed due to the speed at

which code can be introduced and processed.
Managing the test artifacts, including the

test results, can be handled by Al, but human
intervention is usually still needed to verify that
the right tests are being executed, the right
defects are being flagged, and that the artifacts
are stored and maintained correctly. This is

an area where the Al-driven test management
tools will continue to add capability. It will be
important to ensure that appropriate “windows"”
into the processing are available to allow for
human monitoring and intervention

as needed.

Reducing the time required for testers to do
actual test execution and results management
will significantly reduce the administrative
workload. This will allow testers to work on more
strategic quality initiatives and to continue to
push testing further up the pipeline (i.e., shift-
left). Supporting autonomous script generation,
maintenance, execution, and reporting will
significantly improve pipeline throughput and
will help reduce, if not completely remove, any
perceived testing bottlenecks.
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As was discussed in the predictive testing section
above, Al-driven tools have strong capabilities
for predicting where defects are likely to occur.
This includes looking at such information as
code complexity, code usage, developer habits,
past defect reports, and industry trends. As the
tools have more usage and gain larger sets

of data, the accuracy in their predictions will
Increase.

When defects can be predicted, testing becomes
more efficient and targeted. In addition to
predicting defects within code modules, the tools
can also predict defects to be found within an
entire application. This allows the testing team
to track found vs. not found metrics and will
help determine when a release will be ready for
deployment and how many residual defects are
expected. These metrics become more accurate
as the LLM sees more data, so the predictions
will improve over time, assuming the past can be
used as a predictor for the future. As developer
tasks become more automated, developer error
predictions will need to be adjusted.
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Root cause analysis (RCA) has traditionally
relied on identifying underlying issues that

are causing failures. This has required a
comprehensive investigation to discover the true
source of the problem. This process has now
been revolutionized by Al-powered Root Cause
Analysis systems that can leverage machine
learning (ML) algorithms that have been trained
on vast datasets of historical test results. With
this information, patterns can be recognized
and correlations made that are beyond human
capability (Kulshrestha, 2025). Error log analysis
and pattern recognition can be employed to
mine through log data in seconds where human
processing would take many weeks and a good
bit of luck to find the pertinent data.

The root cause information can be employed for
improving debugging and defect resolution, and
it can also be applied for process improvement
and to determine future automation
opportunities. While these applications of the
RCA information are primarily human-driven,
there is potential for the information to be used
for automatic test generation and improved
automated code reviews.

Significant time is spent by project teams
triaging defect reports. This is largely an effort
in prioritization and the assignment of limited
resources to address the highest priority and
blocking issues. More efficient defect processing
can be a significant time-saver for project teams
and can improve both time-to-market and
quality.
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According to one tool vendor, the following
benefits can be achieved by using an Al-powered
defect triaging tool (Ranger, 2025):

e Time Savings — Al can reduce triage time
by 65%

e Higher Accuracy - Al can achieve 85-90%
accuracy in severity classification (manual
classification is usually 60-70% accurate)

* Few False Positives — Al can reduce false
positives by 60%

e Faster Fixes — Teams using Al can resolve
defects 30-40% faster

e Smarter Assignment — Al can analyze
workload and match capabilities, resulting in
faster and more accurate assignments

While these numbers will vary with the
organization, itis fairto conclude that there should
be significant time savings when Al is doing at
least the first level of defect triage, resulting in
fewer meetings and fewer attendees.

Any experienced senior tester knows how much
time can be spent creating defect reports. While
manual and automated tools have improved the
reporting capabilities and dashboards, Al can
add new dimensions to the reporting, including
defect analysis, historical and predictive
trending, and summarized RCA which can
provide a list of improvements to be made.

The goal of quality initiatives, including
implementing Al-driven tools, is to improve
quality and time-to-market, free expensive
human resources to do more strategic work,
and to provide more predictability to the
software development process. Anticipating,
identifying and reducing defects is a major part
of this. Al provides the capabilities to quickly
and accurately assess the requirements, code,
usage, and testing. This allows the project team
to better understand how to create a better
product with a smoothly flowing, efficient
process that is enhanced by the intelligent use
of the Al-driven testing tools.
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Before selecting a tool, it is important to consider
the following:

e What is the problem being solved?

e How will this tool integrate with other tools?

e |[s the best tool a standalone tool or an
integrated tool suite?

e Do the testing tools need to integrate with the
development tools and pipeline?

e |Is the vendor and tool cost appropriate for the
expected usage of the tool?

e Are there any environmental requirements?

e Are there sufficient security and data privacy
controls?

e |s the learning curve acceptable?

Any specific organization will have additional
questions, but this is a starting list.
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The features and capabilities in tools vary widely
and change frequently. According to Gartner,
the following features should be considered
mandatory in an Al-augmented software testing
tool (Gartner, 2025).

e Enterprise administration: Support for single
sign-on (SSO), role-based access control
(RBAC), multifactor authentication (MFA),
centralized user management, and the ability
to support a large number of users and
transactions as the organization grows.

e Team collaboration: Support for the
visualization of testing workflows, a built-in
knowledge base supporting the sharing of
information and best practices, and real-time
communication through integrated chat or
messaging interfaces. These capabilities can be
either built into the tool or offered via seamless
integrations with the customer's existing
platform.

Conversational user interfaces: Support

for natural language and prompt-based
interactions for the purpose of fulfilling a
request, such as asking questions, creating test
artifacts, or completing a task.

GenAl for test development: Support for
generative Al (GenAl) and large language
models (LLMs) that can automatically generate
a set of test artifacts, including test plans,
test cases, and test automation scripts. Data
sources for training these models typically
include large repositories of original source
content such as technical documentation,
requirementsdocuments,coderepositories,test
descriptions,orlogfilesofrealuserinteractions.
Additional capabilities include providing
suggestions for improving existing artifacts.

Integrations: Support for integrations with
DevOps platforms, planning tools, version
control systems, data and infrastructure
platforms, reporting tools, and container tools
for efficient regression testing and testing
across environments.

AT*SQA P A Testing Using Al Micro-Credential Syllabus




e Self-healing for test scripts: Automatic Figure 1: Magic Quadrant for Al-Augmented Software Testing Tools
root cause analysis for failed test cases and
recommendation of a fix (minimum capability)
or automatic refactoring of the test case to fix
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some of the capabilities in this list. It provides a Gartner
good basis for evaluating different tools.

For additional and updated information, the
Gartner website is a good source of information
in this rapidly changing world of tools. Most

of the vendors on this list have additional
information on their websites, including
demonstrations of the tool capabilities. It is
important to select tools that are provided

by vendors who are invested in updating and
augmenting their tools' capabilities as new
technology becomes available.

The Gartner website contains additional
information comparing individual tools and
rating the tool vendors as Niche Players,
Challengers, Leaders, or Visionaries, as shown in
the following diagram:
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There are risks that are inherent in any Al-based
tool. These risks can be exacerbated by over-
reliance on the Al-generated products such as
test cases, test data, root cause analysis, etc.

It is important to remember that these risks
exist and may make a test suite unreliable or
misleading. These risks include the following:

e Hallucinations - Al tools may “invent” test
results, root cause analyses, defects, or may
even “find" locators that do not exist. This

is why a tester review is always needed to
ensure that the Al-generated results are
correct and accurate.

Non-deterministic outputs — Using the same
input does not necessarily generate the

same output. Anyone who has generated

test cases using Al has noticed that using the
same prompt to create the tests results in

a different set being produced each time. It

is wise to take Al's output as a guideline for
tests that are needed, but not as the absolute
perfect set. They still have to be reviewed and
approved by a knowledgeable human tester.

Model drift — The system learns and changes
according to what it has learned. This means
that its anticipation of likely defects may be
altered based on a particularly odious defect
introduced by a particular developer. One
defect may not be a trend though, so Al may
over-adjust its behavior based on a single
occurrence — or fail to adjust when it should.
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Periodic testing and validation are needed to
verify if the system is “drifting”.

e Black-box — Al is often a black-box to the
user. This means the tester may not know
why Al is classifying a particular piece of code
as high risk. Pushing for explainable Al (XAl)
will help the tester to be able to intelligently
analyze the decision process.

While these are often classified as problems with
all Al-based systems, it is important to watch

for these tendencies in Al-driven testing tools as
they are likely to have similar potential issues.
Human validation is the best way to catch

these types of issues, either by spot checking or
conducting periodic systematic reviews.

Al systems and Al-based tools are subject to
specific attack vectors that traditional tools do
not experience. In particular for testing tools,
data poisoning is a concern. If, for example,

root cause analysis depends on a wide set

of data that has been gathered across many
organizations, there is a possibility that the
data has been poisoned which could bias the
output. Working with a reliable tool vendor and
reviewing how they protect the data that their
LLM uses will help to alleviate this concern.

New laws are coming into effect to control how
Al obtains and uses information. These could
be applicable when using personal information
for test data (which is consumed by the LLM
and may be available to other users) or when
generating test data that might be biased. It is
important to understand how the tool vendor
protects data that is used by the LLM.
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If there is a potential for bias to occur in how
data is processed (e.g., all male developers are
viewed with more suspicion for causing defects
than female developers), the tester must review
the resulting data to ensure it is fair and based
on real information, not learned bias in the
model. Bias can be difficult to detect until there
is a noticeable trend.

There may be a risk to intellectual property

(IP) as well. For example, if examples of code
issues are gathered by the model to be used for
analysis of other code that might contain the
same pattern, this could result in the snipped
code being exposed to other organizations.

If any code or data that should be under IP
protection is used by the model, this information
must be protected by the tool vendor.

It is not unusual for humans to be too trusting.
This is sometimes called the “automation
bias” in that it is trusted because it was
automatically generated. It can be difficult

to maintain attention when reviewing tool
outputs, particularly if they are lengthy, and
there is a tendency to check a few and assume
all are OK. This can be very dangerous, but a
happy medium must be established between
time-consuming and exhaustive review and
insufficient sampling.

This is also a tendency when there are a vast
number of tests generated to assume that it is
better to keep them all than to sift through and
potentially miss the important ones. Because
the list can become larger and larger, it is not
feasible to accept all the generated tests.
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There is tremendous potential with the Al-based
testing tools. This is the most exciting change
in software testing, probably ever. While test
automation tools have evolved over 50 years or
so, the Al-based tools have landed on the scene
as a major force that will change how testing

is conducted, what is tested, and who does

the testing. In order to stay current with the
technology, testers need to learn how Al works
and understand what it can and cannot (or
should not) do.

Prompt engineering is a skill all testers must
acquire. It is truly a quality assurance skill. It is
important to remember to use the Al capabilities
fully. Do not just ask Al to create test cases
from requirements; ask it to create error cases
as well. While testers need to continue to focus
on “why" to test, Al can focus on "how" to get

it done. Al can generate code, review massive
log files, look for defect patterns, and create
test cases, but it does not know why it does it. It
does what it is asked to do and tries to fulfill the

request. Writing the request accurately and fully
is the tricky part. Appendix A contains a “Cheat
Sheet"” for writing good prompts.

It is important at this point not to jump
completely into the Al world and assume

the Al tools will do everything. They will not.
Even if they tried, they would not do it well.

Al is just another tool to be used, guided, and
trained. Software testers still have secure jobs
because the human in the loop is needed. Al
will not replace testers, but it will augment their
capabilities, freeing them from repetitive tasks
to focus on strategic, exploratory, and creative
testing.

As always, testing skills need to be enhanced
and new tools need to be learned. Successful use
of Al-based tools will lead to increased efficiency,
better test coverage, improved software quality,
better quality consciousness, and faster time-to-
market.

There is nothing static about the software
testing world.
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This cheat sheet was generated by Google Gemini, 2026. While it is not perfect, it contains some ideas
and helps the reader to see how prompts can be structured.

This cheat sheet is designed to help you move from generic questions to high-impact “Quality
Engineering” prompts. For the best results, always provide the Al with Context (App type, tech stack)
and a Persona (Senior QA, Security Researcher).

1. Test Design & Case Generation
Use these to turn raw requirements into structured test plans.

2. Intelligent Test Data Generation
Stop using "Test1234" and start using realistic, varied data.

e The “Synthetic Persona” Prompt:
“Generate 10 unique user profiles in JSON format for an e-commerce app. Include: Name, valid

email, physical address in [Country], a 16-digit credit card number (luhn-valid but fake), and a ‘user_
tier' attribute (Gold, Silver, Bronze).”

e The “API Stress” Data Payload:
“Create a large JSON payload for a POST request to a ‘CreateProject’ endpoint. Include nested
objects for 'tasks’ and ‘assignees’. One version should be perfectly valid; one should have null values
in mandatory fields; and one should exceed character limits for all string fields.”
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3. Test Automation & Code
Use Al to get past the "blank page” problem in Selenium, Playwright, or Cypress.

e The “"Manual-to-Script” Converter:
“Convert the following manual test steps into a [Playwright/Cypress] script using the Page Object
Model (POM). Use ‘data-testid’ selectors where possible. [Paste Stepsl.”

e The “Regex Helper” for Assertions:
“I need a Regex to validate that a string follows this pattern: [Description, e.g., starts with 'INV-

', followed by 4 digits and 2 uppercase lettersl. Provide the Regex and 3 examples of strings that
should pass and 3 that should fail.”

e The “"Refactor for Flakiness"” Prompt:
“Review this [Selenium/Javal code. It is currently failing intermittently due to timing issues. Suggest
how to replace hard-coded ‘Thread.sleep()' calls with FluentWaits or ExpectedConditions.”

4. Bug Reporting & Triage
Turn messy logs and vague observations into professional tickets.

e The “Professional Bug Report” Polisher:

“l found a bug: [Describe it informallyl. Rewrite this into a professional bug report for JIRA. Include:
Clear Title, Steps to Reproduce, Observed Result, Expected Result, and a ‘Technical Notes' section
summarizing the likely area of failure.”

e The "Log Interpreter” (RCA):
“You are a DevOps Engineer. Analyze these application logs from a failed test run: [Paste Logsl.

Identify the specific error code, the likely root cause (e.g., DB timeout, NullPointerException), and
suggest 2 things | should check in the environment.”
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5. Exploratory Testing Charters
Use Al to spark "what-if" thinking when you feel stuck.

The "Heuristic Brainstormer”:

“I am conducting an exploratory session on a [Feature, e.g., File Uploadl. Using the SFDPOT
(Structure, Function, Data, Platform, Operations, Time) heuristic, list 10 interesting things | should try
to break this feature.”

The “Persona-Based” Explorer:
“Act as a [Frustrated/Non-Technical/Malicious] user. List 5 actions you might take on this screen
[Insert Screen Description] that a developer might not have anticipated.”

. Iterate, Don't Abandon: If the first output is too generic, say: “That’s too simple. Focus more on the

integration with the payment gateway and potential race conditions.”

. No PIlI: Never paste actual customer names, live passwords, or proprietary APl keys into an Al. Use

placeholders like {{CUSTOMER_NAME}}.

. Validate the Code: Al is great at syntax, but it doesn’t know your specific DOM. Always run Al-

generated scripts in a sandbox first.
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This syllabus forms the basis of the AT*SQA
certification for Al for Testers. AT*SQA is an
International Standards Organization (ISO)
compliant certification body for software testers.
AT*SQA provides this syllabus as follows:

1. To training providers - to produce courseware

and determine appropriate teaching methods.

2. To certification candidates - to prepare for
the exam (as part of a training course or
independently).

3. To the international software and systems
engineering community - to advance the
profession of software and systems testing, and
as a basis for books and articles.

AT*SQA may allow other entities to use this
syllabus for other purposes, provided they seek
and obtain prior written permission.

This syllabus has been built from information in
the ISTQB Certified Tester — Artificial Intelligence
[CT-Al] and Certified Tester — Generative Al [CT-
GenAl] syllabi, as well as information gathered
from multiple other sources. Thisisanintroduction
to both of these syllabi, but it will not provide a
full preparation for the ISTQB exams. For those
certifications, it is best to study the full syllabi and
consider attending some focused training.
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